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LLM BfE® HEIX, BEF APl 252 & TlidZe<, 7F A MR [ h—2 2 -7 )L - Transformer —

W b= R ~EHR S, BEERREIC L > THZPEFT S LD —EOEHAZ H 7 THIE T & 508

RBIZT 5 Z & TT,
1.1 HB/MEBONE D O—
B AN sz A
1 THA R Tokenizer token IDs
2 token IDs Embedding + Position ~ 7 k|
3 ~7 kB Transformer blocks SR H
4 SCIRSERH, LM Head FEREZ & D logits
5 logits Softmax / Sampling Wh—2o
6 T & EfR Cross Entropy + Backprop Al - EHTE
1.2 BfITHS ETILHRE
FEROT Ny TERGIT DD, mONTIRO X5 72/ NIET RN T N TT,
BH FARRE DB B |
AR 2,000~10,000 Tokenizer 73% 9 Fe5 %
d_model 64~256 EZ =T DT NIVIRTT
Transformer J& 2~6 SUIRALER DR &
Attention head 2—~8 BEOBMREZ SN/ S

FFN hidden

d_model ® 4 {ZfEpE

LB T DI A

Context length

64~512

—EIH D b=

BHE VTS Th [LLM O] ZFELCTY, N7 A—F Kzt Ly, 28 -
N—ELTH Z EDRYPDRIIEMHTT,
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2. &%/IN LLM DAERE
QAR I PAILIER

IIm_project/
data/
train.txt
tokenizer.py
tensor.py # NumPy H{EE#72 5 H Tensor
autogradpy # BEMO & BIFT 256
embedding.py
attention.py
ffn.py
layers.py
transformer.py
llm.py
loss.py
optimizer.py
train.py
demo.py
chat.py # 256 Ul 2B 556
model/ # checkpoint
results/ # AP R

NumPy 721F CIE#L 2 % B fi# 9~ 5 354 13 tensor.py / autograd.py / optimizer.py % H/EL £3°, GPU FIfH % &
%9 5455613 PyTorch @ Tensor & autograd % {1\, Transformer A{KDERFHIENT 5 A 2hHRAYT
¥

22 Y a—)LIKTFRER

T EasEl A |
Tokenizer XFFeID Embedding

Tensor / autograd BAEEE - AR 4 NN &

Embedding ID->~7 kv Transformer

Attention b —7 OB Transformer block

FFN LI = & OIERRIE A Transformer block

Transformer Attention+FFN % #iJ& LLM

LM Head fRAL R BB logits Loss / Generation

Optimizer B Training loop

3. REIEF

TS EALEA~ED & FEOUIY 550 BES TY

1. Tokenizer: encode/decode D1E1E % fiftid

2. Tensor / autograd: I - FH -

1THIHE - Al 2 ffEae

3. Embedding: token ID 7>5~X7 kL% Bifs
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4. Linear / LayerNorm: AR =2 —F )L v g 4 54k
5. Causal Self-Attention: KK h— 7 & Flig\~ R 7 % 924k
6. FFN: Linear—{f4{t.—Linear
7. Transformer Block: Residual + Norm + Attention + FFN
8. LLM: Embedding—Blocks—Norm—LM Head
9.Loss: Ik b — 27 > T#l® Cross Entropy
10. Optimizer: SGD % 7213 Adam
11. train.py: 7 — % HifF—>forward—loss—backward—update

12. demo/chat: H C.[Al)f A %

3.1 \/DATh

1 /3 F T forward 738 %

loss WA TREIZ 725

backward T4 Parameter | gradient 73 A%
H+~%0H step Tloss N T35

checkpoint f&fF &1 c TR U A3 G 615
FV> prompt 226 B CEYFAERK TE 5

4. Tokenizer &2 EFT—4

4.1 Tokenizer
B PIL LT EAT. Tokenizer THEWEH A, RIZHEE - subword ~JE3E L =9, Tokenizer Dy B B4
1T, FEE L HERRE TR RICR UREER - ID XS A5 = & T,

class Tokenizer:
def encode(self, text: str) -> list[int]:

def decode(self, ids: list[int]) -> str:

# WT A b
text ="Z AT HIE LLM"
assert tokenizer.decode(tokenizer.encode(text)) == text

42FBT—50DHEYE
Language Model 7 Ti&, &% tokenFliC L, 1 h—27 T HLIEANX EEEMY 21E0 £7,

tokens = [10, 25, 8,91, 7]
X =[10,25,8,91] # AJJ
Y=[25,8,91,7] #&Kb—2 »IEfE

o X¥oa— K% UTF-8 TH—7 5
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o HM - EENTAT - BURICEVE R ZRET S
o CEBM - MIAA - 7 A MHESMT S
o  DEHHES) A E SH T WIGA T User/Assistant JE A IR T 5
o T—HEEFTR, BMICE I M ERT S

A3 T—RBDEZA
HEEBR T, TEXART—%] L0 =5 0VEBICREY & & THHRAERIGE Y b REET
T, FIHEA T ~%EG 7 token THENZ MR L, £ DEITET )7 token ~HEC L £,

BE BT K ET — 2 2 BA LT HEARERICHOE DT Tl ) A, TRLEE -
:71.._.&% o "_%L’QE:J Step 0)/\\3 A 753",%?'(““9‘—0

5. Transformer ) 4%

5.1 Embedding & i & &R
token ID % d_model IRITLDN2 MA~EHL | (LEIFHREZMZE T, MEFHRICIZEE Sin/Cos, learned
positional embedding, RoPE 72 E728&% V) £4°, #/NF2 Tl learned position embedding 73l §i T,

x = token_embedding[token_ids] # [B, T, D]
pos = position_embedding|[:T] # [T, D]
X =X + pos

5.2 Causal Self-Attention
% h—2 5 Query(Q). Key(K). Value(V\)Z1ED . QK T DFLEICESWTV ZRAE LET, ERE
TV TII AR D token 2 S L 720> Causal Mask 723 4Z2E T4,

Q=x@Wq

K=x@ Wk

V=x@Wv

scores = (Q @ K.transpose(-2, -1)) / sqrt(head_dim)
scores = causal_mask(scores)

attn = softmax(scores, dim=-1)

out=attn @V

5.3 Transformer Block

x =X + Attention(LayerNorm(x))
x =x + FFN(LayerNorm(x))

Residual BEEITIEWVET L OSEE %222 E S £ 7, LayerNorm ONL{&E L Pre-Norm %23/ NI SEER T ¢
WNLTNTT,
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5.4 FFN

h = Linear(D, 4*D)(x)
h = GELU(h)
out = Linear(4*D, D)(h)

6. FENDEE

6.1 Training Loop

for step, (%, y) in enumerate(loader):
logits = model(x)
loss = cross_entropy(logits.view(-1, vocab), y.view(-1))

optimizer.zero_grad()
loss.backward()
optimizer.step()

if step % 100 == 0:
print(step, float(loss))

6.2 Adam D& E
Adam |34 Parameter DAJFUIDOWVWT 1R « 2 IRE— AL FERFFL, A — L EZE LR OHEHLE
7. HfET 284 1L, Parameter Z &2 m, v, step ZfRFFLET,

m = betal*m + (1-betal)*grad

v = beta2*v + (1-beta2)*(grad*grad)
m_hat = m / (1-betal**t)

v_hat =v / (1-beta2**t)

param -=Ir * m_hat / (sqrt(v_hat) + eps)

6.3 fRTF9 R Z Checkpoint

model state / 4> Parameter
optimizer state
step / epoch
loss
ShHtL , e

Tokenizer FE5E * EXIE
model config (vocab, d_model, layers, heads, context)

Gl seed (FFBUMMENSMEER D)

6.4 FEMNHIILTNEY A Y

Bl BV IRTE FARE D> AT HE |
loss FERDNTAE T RRIEV: LR/ 7 — &

gradient 0 THIIETH 20 NaN/Inf: X MEAR % &

K T =X oA B LWIUTS [f U token #+T: collapse
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train vs val 7 train O H5E: i FE
R step W[ DN22E REZEVD: AEY Y —7

7. H#EGW - EARAE

7.1 BECEIRERL

ids = tokenizer.encode(prompt)
for _in range(max_new_tokens):
x = ids[-context_length:]
logits = model(x)
next_logits = logits[-1]
next_id = sample(next_logits, temperature=0.8, top_k=40)
ids.append(next_id)
print(tokenizer.decode(ids))

7.2 Sampling

greedy |LfEAl K logit # % UVEJ, temperature % biF 5 & Z4RMENHE % | top-k/top-p | LKA R A %
YV TET, BIELLM T, ARSEEORBIERN LT WL I /RT A= % CLI TEETEH L5
Liﬁ‘o

7.3 REE{E
chatpy TIIRFEERER AR E -T2 7 +—~ v T prompt ~iES LET, 7272 L. /@ F LM 1% [
R AR T D | RAEDN RN, RFET — X 2 Z D BN E BT,

<user> LLM & (3{a] T4 2>

<assistant> LLM (...

<user> Transformer & @ BRI ?
<assistant>

7.4 AW LEE T H5E
LR OERE I ET VEL~EIAL HET, BHREEE AR LT\ b, 7T T4 A
Y] & BEOFRET—2EBN 20T 200844 TY,

DiE K & |
Context memory GBI F HHRE

Retrieval memory SR DB 2> DR FR S - HEROBM

Online fine-tune N E ) AN 73 S FE R

Batch retraining MFEtE & & D THFH RO & 5 T H




LLM BH{EA A K | Python 2>% GPU + Semantic fIijE £ T

8. GPU 1t

8.1 GPU {EDEF
PyTorch %1 934, €7 /L& AJJ Tensor % [A] U device ~i& < 721 C, %< OITFIEK X CUDA ~% D
i—a—o

device = torch.device("cuda" if torch.cuda.is_available() else "cpu")
model = model.to(device)

x = x.to(device)

y = y.to(device)

8.2GPU L TEEL R

e CPU & GPU ZHHEICHHEE S HW

e /NSF&E 2 batch 1L GPU VT Z2 0

e VRAM AT batch/context/model kot % Fif 5

e mixed precision(fp16/bf16)iZmiHL T&E 523, £ p32 TIEL &R T D
o “PEHET tokens/sec & step/sec Dl 7 & FLEkT D

8.3 CPU iR & GPU [RZE 4T 5 BB
B HID CPU KU CTIXWNHSEIE D FRfE 28 L. GPU il ClE PyTorch/CUDA % FIH L CHEBRI$ & B0
T &) TEHEZ DA TY, FETE - Tokenizer « FEAT T A2 @ b AUS R B A S T,

9.5 ML T/N\vY

9.1 9 A SRR
Loss R 7 T RIRA A FEELT
Perplexity exp(loss) LM B DB %
tokens/sec AERK - THRE LR
Validation loss KT —F hE 8 R
Parameter count ET VBUE g EL
VRAM/RAM W BEER FEHPE

9.2 HEMLGARRS

loss »% NaN

LR, softmax, division

LR f&F - clamp * & /& softmax

loss 23 F23 B 720

7~V shift, gradient

X/Y J°4. requires_grad ffE7S

Al U3 & I

sampling, 7 —Z 1R Y

temperature/top-k, 7 — % FLIE L

RAFRRITHERADNE D

config/tokenizer

checkpoint |Z5%E b IRAF
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GPU 232 batch, #nik batch H5/, device #E—
Pl E T E B train leakage holdout % FE4=/47Hff

9.3 E/T Ak
chatpy X° Tokenizer ZET H7- N, BEFIAT) - SENT-AT) - HEHRSEMHFAEHET A FLET, LLM 134K
DHERBITH, AILE - V—T 1 7 - (RAFERR EITRERICT A P TEET,

10. Semantic 55K

W LM OWEpE L LT, [T 5] 7217 The< TEWRZRYH L, 2% - v—7 4> 7 « Unknown ¥
EETH] BEREBENTXET, 2T/ LLM & # Z 7 453E0R° Semantic 0S OEFSL & LTl 9 BRIZH R T
T,

10.1 EXHER

Text
l
Base LLM / Encoder
| hidden representation
Semantic Projection
l
Semantic Vector
+— Centroid / kNN Router
+— Class Radius
= Unknown Detection
L Task / Purpose Selection

10.2 Semantic Projection
R—ZRET VEHRE L, /N&72 Projection Head 7217 2 845 & AREES) 248 S IC R ZEf &
TET

%
i3
A

base_vector = frozen_llm.encode(text)
semantic_vector = projection(base_vector)
loss = separation_loss + lambda_preserve * preservation_loss

103 XY MILEHFTIE+9 THRWER

o Tl A - BfRR EOFIRAHT S LB

o AU hIVZEM OB EECRRIE OO 3RS L

e Unknown %€ DIZITBEEI AT DB LB

o FEHEFOFRFE N — G - T — X R AR LT RE LT W)
o EMARHZIIN—T 4 L THER L FATHROEREZFEOMT 20 EN B D



11. EREA~DILEE
11.1 R DEEIE

1. Tokenizer % subword ft,

T A WE AT

CET VIR @B R

. U context ~JEE

. “F7 3 schedule * weight decay & A
. AMP/mixed precision

. checkpoint resume
MR F v — 7 ORFEE

. Instruction / Chat fine-tuning

O© 00 N O U1 A w N

10. Retrieval / Memory
11. Semantic Router / Agent 1#.%

112EAUWM EDX v S
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FE/ VR LLM (3% I8 B AR &3l B B OAFZEIC 1T 0 A T8, PURREH LLM & A% o ki - #Eim
ARFDITIE. HNEVOET AR, F—F | FHRER, 72 BH, ZEFHnSSLETT, LERoT,
AE LLM TiE VNVTOAGE D HRE] 290 5 OMRBLER T,

J3 18]
R A A Kb

/NELEE LLM & ARHEDS BV |
REEHAIT  FAFE - BRERHRIE

Semantic Router

F AT G - FAT IR

Edge/Local F7TA4 7 ARBIE - T T A N —
WF5e FKHLZER] « Unknown - ke

Agent 4

Purpose fiH « Intent 5338 « > — /L3R

11.3Git BEEDIT T

RKERELIIT T T &mF, ERFERE Y — 223G £, release/tag (21 £ /L config]

lcheckpoint] [Tokenizer] [FFAMfE S

main
F—=v0.1 minimal CPU
F—=v0.2 full backward / Adam
+—v0.4 GPU training
F—v1lx chat /learning experiments
L semantic branch / separate repository

(HHla~r N 2T & BrbHhETE £,



12. ¥ BO— KTy

Phase

A. Minimal

HH
LM &K%z @3
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SERR G |
loss X T + ZE Rk

B. Correctness

REOY - ORMF 2 LEL

AFT A Bk

C.GPU ERHEEE BT S CUDA *## - #tia
D. Data SR T — X TE validation 43

E. Chat K FEF A~ #E turn S

F. Semantic EURS3¥E + Unknown holdout Tt

G. Integration

Router/Agent/QHA ~$#i

HATFATETH

121 RETHESE DL
e PyTorch #f# 9

e Tokenizer X Pl T SCFHANL

e 2 )& + d_model=64 FEEN LD 5

o FEFT—HIFIIELTHLIWVDTclean (275
e trainloss 721F 72 < holdout Z HET 5

o AEREZMERLTCOLETNVEZRELTD

e M H X Semantic/Memory/Router 73 & EATHERE THI9

122 TE¥ELTf=] EEASEH
HAEIZIZEEME D % V £7°, PyTorch @ Tensor/autograd % f# > T Transformer ##i& « =8 /L — 7% A{ET
L7200 TH o THELLM) ©9, & 512 NumPy T Tensor <°H @iy £ TENIE, L WIEKWEETH
TELTWIZE -« IR0 9, BEAROIT, EZE T2 AELE»ZMEICT 52 LT,

1 A. /DN ETILOHELI—F

class MiniLLM (nn.Module):

def __init_ (self, vocab, d_model, n_layers, context):

super().__init_()

self.tok = nn.Embedding(vocab, d_model)
self.pos = nn.Embedding(context, d_model)
self.blocks = nn.ModuleList([Block(d_model) for _in range(n_layers)])

selfnorm = nn.LayerNorm(d_model)

selfhead = nn.Linear(d_model, vocab, bias=False)

def forward(self, ids):
B, T =ids.shape

x = self.tok(ids) + self.pos(torch.arange(T, device=ids.device))

for block in self.blocks:
x = block(x)

return selfhead(self.norm(x))

11
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HH AR |
Version / branch v0.x.x

Date YYYY-MM-DD

Dataset 7 7 A V4, token 3K

Model vocab / d_model / layers / heads / FFN
Optimizer Adam, Ir=...

Epoch / step

Train loss

Validation loss

Perplexity

Speed tokens/sec

GPU % / VRAM

Checkpoint 77 A IV

ZEH R 1~3 17

_— R /IR /T

12
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